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Abstract  

Bayesian Networks (BN) is a knowledge representation for-
malism that has been proven to be valuable in biomedicine for 
constructing decision support systems and for generating 
causal hypotheses from data. Given the emergence of datasets 
in medicine and biology with thousands of variables and that 
current algorithms do not scale more than a few hundred 
variables in practical domains, new efficient and accurate 
algorithms are needed to learn high quality BNs from data. 
We present a new algorithm called Max-Min Hill-Climbing 
(MMHC) that builds upon and improves the Sparse Candi-
date (SC) algorithm, a state-of-the-art algorithm that scales 
up to datasets involving hundreds of variables provided the 
generating networks are sparse. Compared to the SC, on a 
number of datasets from medicine and biology, (a) MMHC 
discovers BNs that are structurally closer to the data-
generating BN, (b) the discovered networks are more prob-
able given the data, (c) MMHC is computationally more effi-
cient and scalable than SC, and (d) the generating networks 
are not required to be sparse.  
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Introduction and Background 

Bayesian Networks is a formalization that has proved to be a 
useful and important tool in biomedicine with example appli-
cations in decision support systems [1-3], information re-
trieval [4], discovery of gene regulatory pathways [5], and 
natural language processing [6]. Automatically learning BNs 
from observational data has been an area of intense research 
for more than a decade yielding practical algorithms and tools 
[7-9]. Using such algorithms one can construct a decision 
support system from data or infer plausible causal relations. 

There are two main approaches for learning BNs from data. 
The search-and-score approach attempts to identify the most 
probable a posteriori network N given the data D and prior 
knowledge K, i.e., find the argmaxN P(N|D,K). Depending on 
the assumptions made, maximizing this probability P(N|D,K) 
corresponds to maximizing a score function, such as the BDeu 
scoring metric [8]. Algorithms in this category search the 
space of all possible structures for the one that maximizes the 
score using greedy, local, or some other search algorithm. 

The second approach for learning BNs is constraint-based [7]. 
Algorithms following this approach estimate from the data 
whether certain conditional independences between the vari-
ables hold. Typically, this estimation is performed using sta-
tistical or information theoretic measures. The results are 
propagated and the networks that are inconsistent with them 
are eliminated from further consideration. A sound strategy 
for performing conditional independence tests ultimately re-
tains (and returns) only the statistically equivalent networks 
consistent with the tests. 

One of the current, most prominent algorithms for learning 
BNs, and the first to be successfully applied to datasets with 
several hundred variables, is the Sparse Candidate (SC) [5, 9]. 
SC requires the network to be sparse and the user to have an 
estimate of the degree of connectivity.  

The novel idea of the SC is to constrain the search: each vari-
able X is constrained to have parents only from within a prede-
termined candidate-parents set C(X) of size at most k, where k 
is defined by the user. Initially, the candidate sets are heuristi-
cally estimated, and then hill-climbing (or some other search 
method) is used to identify a network that (locally) maximizes 
the score metric. Subsequently, the candidate sets are re-
estimated and another hill-climbing search round is initiated. 
We will call the cycle of candidate sets estimation and hill-
climbing an iteration. SC iterates until there is no change in 
the candidate sets or a given number of iterations have passed 
with no improvement in the network score. 

There are two main problems with the SC. The first is that the 
estimation of the candidate sets is heuristic (may not identify 
the true set of parents), and it may take a number of iterations 
to converge to an approximation of the true set of parents. The 
second problem with the SC is that the user has to guess the 
parameter k, i.e., the maximum number of parents allowed for 
any node in the network. If the user overestimates k the algo-
rithm will take unnecessarily long to finish and may even be 
rendered intractable for large datasets. If the user underesti-
mates k there is a risk of discovering a suboptimal network. 
As we show in our experiments, if a node has m>k parents, 
then not only the node will be missing m-k parents in the re-
sulting network, but the errors may propagate to the rest of 
the network. 

In this paper, we present a new algorithm called Max-Min 
Hill-Climbing (MMHC) that alleviates both of these prob-
lems. MMHC uses the recently introduced constraint-based 



algorithm MMPC (Max-Min Parents and Children) [10] to 
estimate the candidate sets. Given a target variable T, MMPC 
soundly (provided adequate sample) and efficiently identifies 
a superset of the true parents set (it returns the set of parents 
and children). This has three ramifications. First, the user does 
not have to guess the parameter k: it is set automatically and 
individually for each variable. Second, MMPC is more accu-
rate than the current SC heuristics for estimating the candidate 
sets and so the networks discovered are structurally closer to 
the true networks and have a higher score than the ones re-
turned by SC. Third, MMHC is so accurate in estimating the 
candidate sets that only one iteration is required rendering 
MMHC less computationally intensive than SC. 

Methods  

The Sparse Candidate Algorithm (SC): The SC first esti-
mates for each variable X, a candidate set C(X). It then per-
forms a hill-climbing search in the space of all BNs starting 
from the empty network (i.e., the one with no edges) and us-
ing the operators add_edge, delete_edge, reverse_edge. The 
operator that results in the network with the highest score is 
applied on the current network and the search continues recur-
sively. An important detail is that an edge Y→X is added only 
if Y∈ C(X). 

Once hill-climbing reaches a local maximum, the candidate 
sets are re-estimated and hill-climbing search is performed 
again. The original SC paper [9] provides several methods for 
re-estimating the candidate sets C(X). Suppose in iteration i 
the parents of variable Xm in the current network are Pa(Xm) 
and we want to compute the candidate parents set C(Xm) in 
iteration i+1. All other variables Xn are sorted according to 
how much they increase the Bayesian score of the network 
when added as parents of Xm to the existing parents. The top-
rated variables Xn are selected to be added to the current can-
didate-parents set of Xm until C(Xm) reaches size of k. Two 
other heuristics for ordering variables Xn for inclusion in 
C(Xm) are the mutual information between Xn and Xm condi-
tioned on Pa(Xm) and the Kullback-Leibler divergence be-
tween the current network and the network with Xn added as a 
parent of Xm.  

The Max-Min Hill Climbing Algorithm (MMHC): MMHC 
is shown in Figure 1. It takes as input an array of data D and 
returns a BN with high score. MMHC first identifies the can-
didate sets for each variable X by calling MMPC and then 
performs a hill-climbing search starting from the empty net-
work. The real work in MMHC is performed by MMPC. 
MMPC, given data and a target variable T, returns the parents 
and children of T, denoted as PC(T). Notice that there may be 
many BNs that represent the joint distribution of the data. The 
question is which of all those BNs parents and children set 
does MMPC return? It is proved in [10] that the set of parents 
and children is unique in all BN faithfully (i.e., encoding all 
dependencies and independencies) representing the joint dis-
tribution. MMPC provably returns this unique set in the sam-
ple limit, or an approximation for finite sample. Notice that, a 
node may be a parent in one BN and a child in another, how-

ever, the union set of the parents and children will be unique 
in all faithful BNs. 

MMPC is based on tests of conditional independence and 
measures of association. The implementation of conditional 
tests of independence is based on the χ2 test and is explained 
in detail in [7]. The standard 5% threshold on p-values was 
used to reject independency and accept dependency. 

In a BN faithful to its joint distribution, a variable X has an 
edge to or from T if and only if it is conditionally dependent 
with T given any other subset Z [7]. MMPC provides an effi-
cient way of testing whether the above condition holds. Thus, 
if MMPC discovers that conditioned on a set of variables X 
becomes independent of T, then X does not belong in the can-
didate-parents set C(T). 

MMPC discovers the PC(T) using a two-phase scheme. In 
phase I, the forward phase, variables enter sequentially PC(T) 
by use of a heuristic function that selects the variable that 
maximizes the association with T conditioned on the subset of 
the current estimate of PC(T) that minimizes that association 
(hence the name of the algorithm). The heuristic is admissible 
(presented with all details in [10]) in the sense that all vari-
ables with an edge to or from T and possibly more will enter 
PC(T). In phase II, MMPC removes all false positives that 
entered in the first phase. 

Algorithms: For all subsequent experiments we used the 
SC’s authors’ implementation of SC downloaded from 
http://www .cs.huji.ac.il/~nirf/LibB.html and our implementa-
tion in Matlab 6.5 of MMHC. We used the Bayesian scoring 
heuristic (with equivalent sample size 10 as suggested in [9]) 

MMHC(Data D)  
“Returns a BN with high score (a posteriori probability given 
the data)” 
1. For all variables X, Set C(X) = MMPC(X, D)  
2. Starting from an empty BN perform greedy hill-climbing 
with operators add_edge, ,delete_edge, reverse_edge. Only try 
operator add_edge Y→X if Y∈ C(X) 
 
MMPC(Target T ; Data D)  
“Returns the parents and children of T” (Details in [10]) 
Phase I: Forward 
Start with an empty PC(T). PC(T)=PC(T) ∪ X, where X is the 
variable that maximizes a heuristic function based on tests of 
conditional independence. Continue, until all remaining vari-
ables are conditionally independent of T given some subset of 
PC(T). 
Phase II: Backwards 
Remove from PC(T) any variable independent of T, conditioned 
on some subset of PC(T). Return PC(T). 

Figure 1: Sketch of Algorithms MMHC and MMPC. 

Table 1- Description of Bayesian Networks 
Name # 

Vars 
# Edges Max 

in-Degree 
Max 

Domain 
Alarm 37 46 4 4 

Alarm3 111 149 4 4 
Alarm5 185 265 4 4 
Child 20 25 2 6 
Munin 189 282 3 21 
Gene 801 972 4 5 



because it slightly outperformed the other two in [9] and it is 
the only one used in all subsequent publications using SC. 
Datasets: To test our hypotheses we used several BNs from 
medicine and biology that are freely available. These are the 
(i) Alarm [1], a BN in the heart of an expert system for moni-
toring patients in intensive care, (ii) Child [2], a network used 
for the diagnosis of “blue babies”, i.e., infants born with a 
congenital heart defect that causes a bluish coloration of the 
skin as a result of cyanosis, and (iii) Munin [3], a BN used in 
a electromyography assistant application.  

We also used a fourth BN modeling gene regulatory pathways 
that we named Gene. Gene was constructed using the same 
procedure as in [9] for the evaluation of the SC: the gene ex-
pression microarray data produced in [11], involving 800 cell-
cycle regulated genes over 76 experiments were discretized as 
in [9] and then fed to SC using the Bayesian scoring heuristic 
with k=5 to output Gene.  

Finally, we created two synthetic networks varying in a con-
trolled manner the number of variables so as to test the scal-
ability of the algorithms. We used a method first introduced in 
[10] that tiles and inter-connects several copies of the Alarm 
(or any other network) to create a network with the same 
structural and distributional properties. The structural proper-
ties are maintained in the tiled network by only adding a few 
inter-connecting edges. The distributional properties are main-
tained by imposing the constraint that the marginal joint of 
variables in the tiles is the same as the original Alarm. This is 
achieved by solving a quadratic system of equations to spe-
cially arrange the probability tables of the new edges. The 

details are explained in [12]. Specifically, we created versions 
of Alarm with 3 and 5 tiles named Alarm3 and Alarm5. The 
characteristic properties of all the networks used in our ex-
periments are in Table 1. We note that there are several other 
BNs available for machine learning experimentation in the 
public domain. However, they are distinctly non-biomedical 
in nature and thus were excluded from the present experi-
ments. 

Measures of Performance: For the evaluation of the algo-
rithms we report two measures of comparison. The first is the 
BDeu score [8] that corresponds to the logarithm of the poste-
rior probability of the network given the data: the closer to 
zero a score is, the higher the probability. The score should 
correspond to the ability of a network to capture the joint 
probability of the data and predict new instances, and thus is 
directly related to the inference capabilities of the induced 
network. The second measure of comparison is the total num-
ber of structural errors made by each algorithm, i.e., the 
number of incorrectly added, deleted, or reversed edges. This 
measure is of particular interest when the algorithms are used 
for causal discovery. 

Results and Interpretation 

We sampled five datasets per number of training instances in 
the set {500, 1000, 5000} per network of Table 1. We then 
applied SC with k=5 and k=10 and MMHC and report the 
average results over the five samplings in Table 2. An excep-
tion to the above is that due to high computation time re-

Table 2 – Max-Min Hill Climbing vs Sparse Candidate 
 

 BDeu Score 
Structural 

Errors Time in Seconds 

# 
Itera-
tions 

 
Network 

MM-
HC 

Best 
of SC 

MM-
HC 

Best 
of SC 

MM-
HC 

SC 
k=5 

SC 
k=10 

Min of 
SC 

Alarm -17.6 -17.8 18.4 34.8 5.8 8.2 78.4 3.4 
Alarm3 -59.7 -60.3 56.2 107 31.1 175.2 272.3 4 
Alarm5 -100.7 -102.1 133.8 205 77.6 779.8 874.3 4.8 
Child -19.1 -21.6 10.4 17.4 6.7 2.2 26.8 2 Sa

m
pl

e 
50

0 

Munin -91.1 -91 313.6 367 4.4K 1.3K N/A 5 

Alarm -16 -16.1 13.2 26 6.9 13.2 79.8 4 
Alarm3 -55.7 -56.3 52.6 102.7 39.6 306 389 3.4 
Alarm5 -94.2 -95.7 109.4 210.3 92.6 1.3K 1.5K 5 
Child -18.3 -21.4 6.4 11.8 10.2 3.4 32.2 2.4 

Sa
m

pl
e 

10
00

 

Munin -78.7 -80.4 272.8 371.8 4.6K 2.7K N/A 5.6 

Alarm -14.2 -14.3 5.4 22.2 17 42.4 110 3 
Alarm3 -51 -51.6 39 91 92.5 1.4K 1416 3.7 
Alarm5 -86.7 -87.5 78 172.3 222.2 6.6K 6.3K 4 
Child -17.7 -21 3.8 10 47.5 13 43.6 3 
Munin -64.7 -66.2 238 349.8 4.9K 12K N/A 4.6 Sa

m
pl

e 
10

00
 

Gene -634.8 -640.7 62.5 93 14K 682K N/A 3 
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quired, only sample size of 5000 was tried for the Gene net-
work; also, we were not able to run SC with k=10 for Munin 
and Gene because the SC’s authors’ implementation would 
run out of memory (even with 2GB of memory). In all net-
works the number of parents of all nodes is less or equal to 4 
so the values k=5 and k=10 should be reasonable (notice that, 
in practice where the true structure is unknown the user has 
no principled way for selecting k). 

The columns named “Best” and “Min” of SC have the best 
and minimum values respectively returned by SC for k=5 and 
k=10. The numbers in bold-face indicate the winning algo-
rithm for each performance measure, network, and sample 
size.  

MMHC vs SC in terms of BN learning. From Table 2 
(BDeu scoring column) it is evident that MMHC outperforms 
SC in terms of BDeu score in all cases, except for the Munin 
network and sample size equal to 500. Notice that the BDeu 
score is logarithmic so that even small score differences imply 
an exponential difference in the probability of the discovered 
networks. For example, for Munin and 5000 sample size, an 
absolute difference of 1.5 in the score in favor of MMHC 
implies the network returned by MMHC is 2.8 times more 
probable than the one returned by SC. 

In terms of structural differences of the induced networks 
from the true structures, MMHC greatly outperforms SC (Ta-
ble 2, Structural Errors column). Surprisingly, MMHC also 
outperforms SC even on the Gene network, which was ini-
tially generated by the latter algorithm. The graphs in the right 
of Table 2 illustrate pictorially the data in the table for easier 
interpretation. Each bar corresponds to the number of struc-
tural errors in the reconstructed network per edge of the true 
network. 

Effects of over-constraining the value of k in SC. One of 
the problems with SC is that the user has to select a value for 
the parameter k. Figure 2(a) plots the average number of struc-
tural errors over five runs of SC on 5000-instances datasets 
sampled from Alarm as k increases. As we can see, the num-
ber of errors highly depends on the value of k. 

A theoretical interpretation of this dependence follows. Con-
sider a node X with several parents, including Y and let us 
assume Y failed to enter the candidate parents set of X, e.g., 
because X has more than k parents. Since Y is a parent of X, it 
will probably have a significant association with X. That 
means that the hill-climbing search will erroneously tend to 

add the reverse edge X→Y since, like the true edge, it also 
increases the Bayesian scoring (because it explains the high 
association between the two variables). This in turn may pro-
hibit other true edges from being added because they create 
cycles with the erroneously directed edge. In other words, we 
expect errors created by over-constraining the search (i.e., 
setting a low value for k) to propagate to other parts of the 
network. 

Figures 2(b), 2(c), and 2(d) show a representative example. 
SC was run on 5000 instances sampled from the distribution 
of the Alarm system. Figure 2(b) shows a piece of the true 
Alarm network structure around variable with index 14, which 
is the variable with the maximum in-degree of 4; Figures 2(c) 
and 2(d) show the structures identified by SC with k=8 and 
k=9 respectively after 3 iterations in each case. The bold 
edges denote false positives. As we can see when k=8, not 
one but all of the parents of variable 14 are erroneously re-
ported as children. The errors are propagated to other nodes, 
such as variable 19 and a number of other false positive edges 
are added to the structure. When k is increased to 9, the num-
ber of structural errors falls from 10 to 2, a sharp reduction. In 
contrast, for variable 14, the candidate parent set as estimated 
by MMPC is the set {15,16,18,31,13} that includes all the 
parents (and all children as it is supposed to). This allows hill-
climbing to discover the correct structure (figure not shown) 
within one iteration with only one missing edge 15→14.  

MMHC vs SC in terms of time efficiency. The timing re-
sults of the algorithms are again shown in Table 2 (column 
“Time in Seconds”). A variety of hardware systems were used 
for the experiments (Pentium IV, 1.7GHz-2.4GHz, .5GB-2GB 
RAM). However, the algorithms ran on the same machine for 
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a given network; thus, the results are comparable across algo-
rithms, but not among different networks. SC is faster than 
MMHC in the small Child network and the Munin network 
for 500 sample size, where the conditional independence tests 
fail often, resulting in large candidate sets. The most impres-
sive cases of MMHC outperforming SC were observed for 
the largest networks, namely Alarm5 and Gene. For Alarm5, 
MMHC runs about 63 times faster, and for Gene, 49 times 
faster. 

Most importantly, when we plot the average time in seconds 
(over five runs) as the number of variables increases (going 
from regular Alarm to Alarm3 and Alarm5), the difference in 
computation time required quickly grows between the two 
algorithms (Figure 3). As can been seen in this experiment, 
the time taken by MMHC grows linearly to the number of 
variables, while SC shows exponential growth.  

We further experimented by modifying MMHC to continue 
iterating in a similar fashion as SC and re-estimating the can-
didate sets. Our results, not shown here, indicate that there is 
no improvement in the score with further iterations and that 
one iteration is enough for MMHC to reach its potential. In 
general, SC uses simpler heuristics than MMHC to estimate 
the candidate sets, however, it requires iterating between 
search and re-estimation of the sets. MMHC on the other 
hand puts more effort in the initial selection of candidate sets 
so that only one search cycle is required. Our experiments 
indicate that the different strategy pays off not only in identi-
fying better structures but also in great computational savings.  

Discussion and Conclusions 
Prior work exists in combining constrained-based methods 
with Bayesian scoring methods [13, 14]. All such methods use 
the PC [7] algorithm to constraint the search space, which 
does not scale up to a large number of variables. Other algo-
rithms exist for BN learning such as K2, however, we chose 
to compare with SC for two reasons: (a) it is the only algo-
rithm that has been shown experimentally to scale up to hun-
dreds of variables in biomedical applications, and (b) uses the 
theoretically advantageous BDeu scoring metric. 
For the future, we intend to further test potential improve-
ments to the algorithm such as incorporating the monotone 
faithfulness assumption in order to increase the time effi-
ciency, and trying other statistical tests to increase the accu-
racy. We also intend to compare the algorithm with other 
standard BN learning algorithms on a larger set of datasets. 
The contributions of this paper are two-fold. First, we show 
the sensitivity of the SC to the parameter k. This is important 
information for practitioners who apply SC for causal discov-
ery such as identification of gene regulatory pathways, since 
the structure discovered may be an artifact of a low value of k 
that over-constrains the search.  

Second, we present a sound (in the sample limit) and efficient 
way of estimating the candidate sets that results in the im-
proved algorithm MMHC that discovers networks that are 
structurally closer to the real network, more closely capture 
the joint distribution of the data than those returned by SC, 
and does not require guessing the value of the parameter k.  

Learning Bayesian Networks from data in an accurate and 
efficient way is particularly important in biology due to the 
recent emergence of large datasets. It provides a formal and 
intuitive way of representing and reasoning about causality 
and thus, is expected to play a significant role in biological 
knowledge discovery. BN learning is also important for auto-
matically constructing decision support systems from data, 
and thus for the clinical practice. MMHC is a step forward in 
improving the algorithmic arsenal available in solving the BN 
learning problem. 
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