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Abstract

In this paper, we focus on automated techniques to enhance the
fault-tolerance of a nonmasking fault-tolerant program to mask-
ing. A masking program continually satisfies its specification even if
faults occur. By contrast, a nonmasking program merely guarantees
that after faults stop occurring, the program recovers to states from
where it continually satisfies its specification. Until the recovery is
complete, however, a nonmasking program can violate its (safety)
specification. Thus, the problem of enhancing fault-tolerance from
nonmasking to masking requires that safety be added and recovery
be preserved. We focus on this enhancement problem for high atom-
icity programs —where each process can read all variables— and for
distributed programs —where restrictions are imposed on what pro-
cesses can read and write. We present a sound and complete algo-
rithm for high atomicity programs and a sound algorithm for dis-
tributed programs. We also argue that our algorithms are simpler
than previous algorithms, where masking fault-tolerance is added
to a fault-intolerant program. Hence, these algorithms can partially
reap the benefits of automation when the cost of adding masking
fault-tolerance to a fault-intolerant program is high. To illustrate
these algorithms, we show how the masking fault-tolerant programs
for triple modular redundancy and Byzantine agreement can be ob-
tained by enhancing the fault-tolerance of the corresponding non-
masking versions. We also discuss how the derivation of these pro-
grams is simplified when we begin with a nonmasking fault-tolerant
program.

Keywords : Automatic addition of fault-tolerance, Formal
methods, Fault-tolerance, Program synthesis, Program trans-
formation, Distributed programs

1 Introduction

In this paper, we concentrate on automatic techniques to enhance the
fault-tolerance level of a program from nonmasking to masking. We
focus our attention on masking fault-tolerance as it is often desirable
—if not ideal- property for system design. A masking fault-tolerant
program ensures that its specification (both safety and liveness) is
satisfied even if faults occur. By contrast, after the occurrence of
faults, a nonmasking fault-tolerant program merely ensures that it
recovers to states from where its specification is satisfied. However,
until such a state is reached, safety may be violated.
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Since a masking fault-tolerant program synthesized thus is correct
by construction, there is no need for its proof of correctness. Also, if
a masking fault-tolerant program is designed by reusing an existing
program then there is a potential that the synthesized program will
preserve properties such as efficiency that are difficult to model in
an automated synthesis algorithm. Based on these motivations, in
[1,2], Kulkarni, Arora, and Chippada have presented algorithms for
adding fault-tolerance to a fault-intolerant program that provides no
guarantees about its behavior if faults occur.

One of the problems in automating the addition of masking fault-
tolerance to a fault-intolerant program is the complexity of such
addition. Specifically, in [1], Kulkarni and Arora have shown that
the addition of masking fault-tolerance to distributed fault-intolerant
programs is NP-hard in the state space of the fault-intolerant pro-
gram. Therefore, if we were to implement the brute-force determin-
istic implementation of the algorithm in [1], its application would be
limited. Although the heuristic based polynomial-time implementa-
tion in [2] solves some of these difficulties, we find that there are
other problems in developing such heuristics; e.g., given a state that
the fault-intolerant program reaches in the presence of faults, it is
difficult to determine if safe recovery can be added from that state.

Given the complexity of adding fault-tolerance to a distributed fault-
intolerant program and the difficulty of determining if safe recovery
can be added from a state reached in the presence of faults, we con-
sider the following question. Is it possible to reduce the complexity
of adding masking fault-tolerance if we begin with a program that
provides additional guarantees about its behavior in the presence of
faults? In the context of tools that automate the addition of masking
fault-tolerance, the above question is crucial. This question identi-
fies additional properties that should be (possibly, manually) added
to a fault-intolerant program in order to benefit from automation.
Moreover, if these additional properties are satisfied by the program
at hand, we can simplify the addition of masking fault-tolerance.

Adding masking fault-tolerance to a fault-intolerant program in-
volves two tasks: (1) ensuring that the program recovers to states
from where it satisfies both the safety and the liveness specification,
and (2) ensuring that the program does not violate safety during re-
covery. The first task requires the automation algorithm to add (re-
covery) transitions, whereas the second task requires the automation
algorithm to remove (safety violating) transitions. The conflicting
nature of these tasks increases the complexity of adding masking
fault-tolerance. More specifically, during the addition of masking
fault-tolerance to a fault-intolerant program, it is possible that the
transitions that were removed to deal with safety violation may be
important for recovery. Also, the recovery transitions may them-
selves conflict with each other and, hence, using one recovery tran-



sition may force the removal of another recovery transition.

Synthesizing a masking fault-tolerant program from a nonmask-
ing fault-tolerant program separates the above two tasks; the non-
masking fault-tolerant program deals with the first task (recovery)
whereas the addition of masking fault-tolerance only needs to deal
with the second task (safety). Such separation of concerns has been
found to be useful in manual addition of fault-tolerance [3]. More
specifically, in [3], Arora and Kulkarni have presented a stepwise
method for adding masking fault-tolerance. In their method, one
begins with a fault-intolerant program, and adds nonmasking fault-
tolerance to it in the first step. Then, in the second step, one en-
hances the fault-tolerance from nonmasking to masking. They have
argued that such a stepwise approach is useful in providing new in-
sights in the design of masking fault-tolerance as well as in simpli-
fying the complexity of (manually) adding masking fault-tolerance.

In this paper, we focus on the enhancement problem that deals with
automating the second step in the stepwise addition of masking
fault-tolerance. We consider the enhancement problem in the con-
text of two models: the high atomicity model and the low atomicity
model. In both models, the program consists of a set of variables
and a set of processes. In the high atomicity model, the processes
can read all variables in the program. By contrast, for each process,
the low atomicity model specifies the set of variables that it can read
and a (possibly different) set of variables that it can write. Thus,
the low atomicity model allows us to capture several computation
models, e.g., shared memory model and message passing model,
for distributed programs.

To illustrate our algorithms, we choose two examples: the triple
modular redundancy (TMR) and Byzantine agreement programs.
We have chosen these examples as the (manual) derivation of the
masking version of these programs from their nonmasking version
is presented in [3], and because, we want to determine if our au-
tomated algorithm can use the nonmasking fault-tolerant program
from [3] to obtain the corresponding masking version. Also, our
Byzantine agreement example enables us to compare the derivation
of masking Byzantine agreement from its intolerant version (pre-
sented in [2]) to its derivation from a nonmasking Byzantine agree-
ment. We note that we have used our algorithm to derive the mask-
ing version of alternating-bit protocol from the corresponding non-
masking version. However, for reasons of space, we do not include
that example in this paper.

The main contributions of the paper are as follows: For the high
atomicity model, we present a sound and complete algorithm for
enhancing fault-tolerance. Thus, if there exists a program that
enhances the fault-tolerance of the given nonmasking program to
masking, our algorithm will succeed in identifying a masking fault-
tolerant program. The complexity of this algorithm is polynomial in
the state space of the nonmasking fault-tolerant program. We show
that this complexity is asymptotically less than the complexity of
adding masking fault-tolerance to a fault-intolerant program. For
the low atomicity model, we present a sound algorithm for enhanc-
ing fault-tolerance. The complexity of this algorithm is also poly-
nomial in the state space of the nonmasking fault-tolerant program.
As an illustration of this algorithm, we show how masking fault-
tolerant Byzantine agreement [4] can be designed using a solution
for nonmasking Byzantine agreement. We show that this algorithm
simplifies the difficulties encountered in the design in [2].

Organization of the paper. This paper is organized as follows: In
Section 2, we provide a few basic concepts such as programs, com-

putations, specifications, faults and fault-tolerance. In Section 3, we
state the problem of enhancing the fault-tolerance from nonmasking
to masking. In Section 4, we present our solution for the high atom-
icity model. In Section 5, we present our solution for distributed
programs. Finally, we make concluding remarks in Section 6.

2 Preliminaries

In this section, we give formal definitions of programs, problem
specifications, faults, and fault-tolerance. The programs are spec-
ified in terms of their state space and their transitions. The defi-
nition of specifications is adapted from Alpern and Schneider [5].
The definitions of faults and fault-tolerance are adapted from Arora
and Gouda [6] and Kulkarni [7]. The issues of modeling distributed
programs is adapted from [1]. A similar modeling of distributed pro-
grams in read/write atomicity was independently identified by Attie
and Emerson [8, 9].

2.1 Program

A program p is a set of finite variables and a set of finite pro-
cesses. Each variable is associated with a finite domain of values.
Let v1,v2,.., v, be variables of p, and let D1, D, .., D,, be their
respective domains. A state of p is obtained by assigning each vari-
able a value from its respective domain. Thus, a state s of p is of the
form: (l1,l2,..,ln), where Vi : 1 < ¢ < m:1l; € D;. The state
space of p, Sp, is the set of all possible states of p.

A process, say j, in p is associated with a set of program variables,
say r;, that it can read and a set of variables, say w;, that it can write.
Also, process j consists of a set of transitions 4;; each transition is
of the form (so, s1), where so, s1 € Sp. The transitions of p, dp, is
the union of the transitions of its processes. We let program p be the
tuple (Sp, d,), Where Sy, is a finite set of states and d,, is a subset of
{(s0, s1) | 0,81 € Sp}.

A state predicate of p is any subset of S,. A
state predicate S is closed in p (respectively, &) iff
(Vs0,51: (80,81)Edp : (S0€ES = s1€85)). A sequence of
states, (so, s1,...), iS a computation of p iff the following two
conditions are satisfied: (1) Vj : 7 > 0 : (sj—1,8;) € dp, and (2) if
(s0, $1, ...} is finite and terminates in state s; then there does not
exist state s such that (s, s) €4d,. A sequence of states, (so, s1, ...),
is a computation prefix of p iff V5 : 5 > 0: (sj—1,s5)€dp i€, 2
computation prefix need not be maximal.

The projection of program p on state predicate .S, denoted as p|S,
consists of transitions of p that start in S and end in S. Given two
programs, p=(Sp, 8,) and p’ =(S,, d,), we say p’ C piff S, =S,
and 4, C 6,.

Remark. To avoid confusion between S,,; (S with subscript p') and
Sp, (Sp followed by a comma), we use .S;, to denote the invariant of
p'. Likewise, we use &;, to denote the transitions of p'.

Notation.  When it is clear from context, we use p and §, inter-
changeably. Also, we say that a state predicate S is true in a state s
iffseS.

2.2 Issues of Distribution

Now, we present the issues that distribution introduces during the
addition of fault-tolerance. More specifically, we identify how
read/write restrictions on a process affect its transitions.

Write restrictions. Given a transition (s, s1), it is straightfor-
ward to determine the variables that need to be changed in order to
modify the state from so to s1. Hence, if process j can only write



the variables in w; and the value of a variable other than that in w;
is changed in transition (so, s1) then that transition cannot be used
in obtaining the transitions of j. In other words, if j can only write
variables in w; then j cannot use the transitions in nw(j, w; ), where

nw(j,w;) = {(s0,51) : 3z : x¢w; : 2(s0) #x(s1))}

Read restrictions.  Given a single transition (so, s1), it appears
that all the variables must be read in order for that transition to
be executed. For this reason, read restrictions require us to group
transitions and ensure that the entire group is included or the entire
group is excluded. As an example, consider a program consisting of
two variables a and b, with domains {0, 1}. Suppose that we have
a process that cannot read b. Now, observe that the transition from
the state (a = 0,b = 0) to (@ = 1,b = 0) can be included iff the
transition from (a = 0,b = 1) to (a = 1,b = 1) is also included. If
we were to include only one of these transitions, we would need to
read both a and b. However, when these two transitions are grouped,
the value of b is irrelevant, and hence, we do not need to read it.

More generally, consider the case where r; is the set of variables
that j can read, w; is the set of variables that j can write, and
w; C r;. Now, process j can include the transition (so, s1) iff it
also includes the transition (s, s;) where so (respectively, s1) and
so (respectively, s}) are identical as far as the variables in r; are
considered. We define these transitions as group(4, r;)(so, s1) for
the case w; C r;, where

group(jsr;)(so,s1) = {(sp, 1) :
(Ve :zer):
(Ve :xdgrj:x

2.3 Specification

A specification is a set of infinite sequences of states that is suffix
closed and fusion closed. Suffix closure of the set means that
if a state sequence o is in that set then so are all the suffixes of o.
Fusion closure of the set means that if state sequences (a, s, )
and (3, s, d) are in that set then so are the state sequences {a, s, )
and (0, s,y), where « and g are finite prefixes of state sequences,
~ and g are suffixes of state sequences, and s is a program state.

Following Alpern and Schneider [5], we let the specification consist
of a safety specification and a liveness specification. For a suffix
closed and fusion closed specification, the safety specification can
be specified [7] as a set of bad transitions, that is, for program p,
its safety specification is a subset of {(so, s1) : so,s1 € Sp}. The
liveness specification is not required in our algorithm; the liveness
specification satisfied by the nonmasking fault-tolerant program is
preserved in the synthesized masking fault-tolerant program.

Given a program p, a state predicate .S, and a specification spec, we
say that p satisfies spec from S iff (1) S is closed in p, and (2)
every computation of p that starts in S is in spec. If p satisfies spec
from S and S+ {}, we say that S is an invariant of p for spec.

For a finite sequence (of states) «, we say that o maintains (does
not violate) spec iff there exists a sequence of states 3 such that
af € spec. We say that p maintains (does not violate) spec from
S iff (1) S'is closed in p, and (2) every computation prefix of p that
starts in a state in .S maintains spec.

Notation.  Let spec be a specification. We use the term safety
of spec to mean the smallest safety specification that includes spec.
Also, whenever the specification is clear from the context, we will
omit it; thus, S is an invariant of p abbreviates S is an invariant
of p for spec.

2.4 Faults

The faults that a program is subject to are systematically represented
by transitions. A fault f for program p=(Sp, d,) is a subset of the
set {(so0,51) : 80,81 € Sp}. We use p[]f to denote the transitions
obtained by taking the union of the transitions in p and the transi-
tions in f. We say that a state predicate 7' is an f-span (read as
fault-span) of p from S iff the following two conditions are satis-
fied: (1) S = T', and (2) T is closed in p[]f. Observe that for all
computations of p that start at states where S is true, T' is a boundary
in the state space of p up to which (but not beyond which) the state
of p may be perturbed by the occurrence of the transitions in f.

We say that a sequence of states, (so, s1,-..), is @ computation of
p in the presence of f iff the following three conditions are satis-
fied: (1) Vj: j > 0: (sjo1, 85) €(6p U f), (2) if (s0, 51, -..) is finite
and terminates in state s; then there does not exist state s such that
(si,8)€dp,and 3)In:n >0: (Vj:j>mn:(sj-1,85)€dp).
The first requirement captures that in each step, either a program
transition or a fault transition is executed. The second require-
ment captures that faults do not have to execute, i.e., if the program
reaches a state where only a fault transition can be executed, it is not
required that the fault transition be executed. It follows that fault
transitions cannot be used to deal with deadlocked states. Finally,
the third requirement captures that the number of fault occurrences
in a computation is finite.

We say that p is masking f-tolerant (read as fault-tolerant) to spec
from S iff the following conditions hold: (1) p satisfies spec from
S, and (2) there exists T' such that 7" is an f-span of p from S, p[]f
maintains spec from T', and every computation of p[]f that starts
from a state in 7" contains a state of S.

Since a nonmasking fault-tolerant program need not satisfy safety
in the presence of faults, p is nonmasking f-tolerant to spec from
S iff the following conditions hold: (1) p satisfies spec from S, and
(2) there exists T such that T" is an f-span of p from S, and every
computation of p[]f that starts from a state in 7" contains a state of

Note that a specification is a set of infinite sequences of states.
Hence, if p satisfies spec from S then all computations of p that
start in S must be infinite. In the context of nonmasking and mask-
ing fault-tolerance, every computation from the fault-span reaches
a state in its invariant. Hence, if fault-span T is used to show that
p is nonmasking (respectively, masking) f-tolerant to spec from S
then all computations of p that start in a state in 7" must also be
infinite. Also, note that p is allowed to contain a self-loop of the
form (so, s0); we use such a self-loop whenever sy is an acceptable
fixpoint of p.

Notation. Whenever the program p is clear from the context, we
will omit it; thus, “S is an invariant” abbreviates “S is an invariant
of p”. Also, whenever the specification spec and the invariant S are
clear from the context, we omit them; thus, “ f-tolerant” abbreviates
“ f-tolerant for spec from S”, and so on.

3 Problem Statement

In this section, we formally define the problem of enhancing fault-
tolerance from nonmasking to masking. The input to the enhance-
ment problem includes the (transitions of) nonmasking program, p,
its invariant, S, faults, f, and specification, spec. Given p, S, and
£, we can calculate an f-span, say T', of p by starting at a state in S
and identifying states reached in the computations of p[] f. Hence,
we include fault-span 7' in the inputs of the enhancement problem.



The output of the enhancement problem is a masking fault-tolerant
program, p’, its invariant, S’, and its f-span, T".

Since p is nonmasking fault-tolerant, in the presence of faults, p may
temporarily violate safety. More specifically, faults may perturb p
to a state in T'— S. After faults stop occurring, p will eventually
reach a state in S. However, p may violate spec while itisinT'—S.
By contrast, a masking fault-tolerant program p’ needs to satisfy
both its safety and liveness specification in the absence and in the
presence of faults.

As mentioned in the Introduction, the goal of the enhancement prob-
lem is to separate the tasks involved in adding recovery transitions
and the tasks involved in ensuring safety. The enhancement prob-
lem deals only with adding safety to a nonmasking fault-tolerant
program. With this intuition, we define the enhancement problem
in such a way that only safety may be added while adding masking
fault-tolerance. In other words, we require that during the enhance-
ment, no new transitions are added to deal with functionality or to
deal with recovery. Towards this end, we identify the relation be-
tween state predicates 7" and T", and the relation between the tran-
sitions of p and p'.

If p'[] f reaches a state that is outside 7 then new recovery transi-
tions must be added while obtaining the masking fault-tolerant pro-
gram. Hence, we require that the fault-span of the masking fault-
tolerant program, 7", be a subset of T. Likewise, if p’ does not
introduce new recovery transitions then all the transitions included
in p'|T" must be a subset of p|T”. Hence, this is the second require-
ment of the enhancement problem. Thus, the enhancement problem
is as follows:

The Enhancement Problem
Given p, S, spec, f, and T such that p satisfies spec from S
and T is an f-span used to show that p is nonmasking
fault-tolerant for spec from S
Identify p’ and T” such that
T CT,
/| C p|T”, and
p' is masking f-tolerant to spec from 7. 0

Comments on the Problem Statement

(1) While the invariant, S, of the nonmasking fault-tolerant program
is an input to the enhancement problem, it is not used explicitly in
the requirements of the enhancement problem. The knowledge of
S permits us to identify the transitions of p that provide function-
ality and the transitions of p that provide recovery. We find that
such classification of transitions is useful in solving the enhance-
ment problem. Hence, we include S in the problem statement.

(2) If " is an invariant of p’, S’ = T, every computation of p’ that
starts from a state in 7" maintains safety, and every computation of
p’ that starts from a state in T” eventually reaches a state in S’ then
every computation of p’ that starts in a state in 7" also satisfies its
specification. In other words, in this situation, T is also an invariant
of p’ (see [7] for proof). Hence, we do not explicitly identify an
invariant of p’. Predicates 7" and 7' NS can be used as the invariants
of p.

4 Enhancement in High Atomicity M odel

In this section, we present our algorithm for the enhancement prob-
lem in high atomicity model. Thus, given a high atomicity non-
masking fault-tolerant program p, our algorithm derives masking
fault-tolerant program p’ that ensures that safety is added while the

recovery provided by p is preserved. Hence, we obtain a solution for
the enhancement problem by tailoring the algorithm Add_failsafe
from [1]; Add_failsa fe deals with the addition of safety to a fault-
intolerant program in the presence of faults.

In our algorithm, first, we compute the set of states, ms, from where
fault actions alone violate safety. Clearly, we must ensure that the
program never reaches a state in ms. Hence, in addition to the tran-
sitions that violate safety, we cannot use the transitions that reach a
state in ms. We use mit to denote the transitions that cannot be used
while adding safety.

Using ms and mt, we compute the fault-span of p’, T', by call-
ing function HighAtomicityConstructinvariant (H ACI). The first
guess for T” is T —ms. However, due to the removal of transitions
in mt, it may not be possible to provide recovery from some states
in T—ms. Hence, we remove such states while obtaining T”. If the
removal of such states causes other states to become deadlocked, we
remove those states as well. Moreover, if (so, s1) is a fault transi-
tion such that s; was removed from 7’ then we remove sq to ensure
that 7" is closed in f. We continue the removal of states from T
until a fixpoint is established. After computing 7", we compute the
transitions of p’ by removing all the transitions of p—mt that start in
a state in T” but reach a state outside 7. Thus, our high atomicity
enhancement algorithm is as follows:

High_Atomicity_Enhancement(p, f : transitions,
T : state predicate, spec : specification)
{ ms:={so:3s1,82,...8n :
(Vi:0<j<n:(sj,s541)) €F) A
S(n-1)> sn) Violates spec };
mt := {(s0,51) : ((s1 €ms) V (so,s1) violates spec) };
T' := HACI(T — ms,p—mt, f);
if (1" ={}) declare no masking f-tolerant programp’ exists;
elsep’ := (p—mt) — {(s0,51):80€T" N s1¢T'}

}

HACI(T : state predicate, p, f : transitions)
{ while (3s0 : s0 €T : (Vs1 : s1 €T : (s0,51)€p) V
(3s1:51 €T : (s0,51)€f))
T:=T—{so} }

Theorem 4.1 The algorithm High_Atomicity_Enhancement is
sound and complete and its complexity is polynomial in the state
space of the nonmasking fault-tolerant program.

Please refer to [10] for proof. O

4.1 Example: Triple Modular Redundancy

As an illustration of our high atomicity algorithm, we show how
the masking triple modular redundancy (TMR) program can be de-
signed by enhancing the fault-tolerance level of the corresponding
nonmasking program.

First, we present the nonmasking version of TMR program, the
specification of TMR, and the fault actions for TMR. Then, we show
how our high atomicity algorithm is used to enhance the level of
fault-tolerance to masking. For brevity, we present the (program
and fault) transitions in terms of guarded commands; a guarded
command g — st captures the transitions {(so,s1) : the state
predicate g is true in so, and s; is obtained by executing statement
st in state so }.

Nonmasking TMR program. Nonmasking version of TMR pro-
gram consists of three processes j, k, and I that share an output vari-
able out. Each process j has an input variable in.j. The values



of these input variables are obtained from a common sensor. The
domain of each input variable is {0,1} and the domain of out is
{0,1, L} (L means no value has been assigned to out). For each
process j, if the value of out is not yet assigned, j copies its input
in.j to out (using guarded command N1). And, if out is assigned
a wrong value, i.e., the value other than the majority value, and the
value of 4n.j is not corrupted then process j corrects out by copy-
ing in.j to out (using guarded command N2). Both nonmasking
and masking programs for T M R include a self-loop for states in
which out has been assigned a correct value. However, for brevity,
in this section, we keep such self-loops implicit. Thus, the actions
of each process j in the nonmasking version of 7'M R are as follows
(& denotes modulo 3 addition):

N1:(out=1)
N2 : (out#L) A (out # in.j) A
((tngj =in.(j @ 1)V (inj =in.(j ®2))) —> out:=in.j

— out :=1in.j

Faults.  Faults may perturb one of the inputs when all of them
are equal. Thus, the fault action that affects j is represented by the
following action:

F :(Vp:in.j =in.p) — nj:=0]|1

Invariant. The following state predicate is an invariant of TMR.

Stmr = (out =L A (Vp,q :: in.p = in.q))V
(3p,q:p # ¢ : out = in.p = in.q)

Safety specification. The safety specification of 7'M R requires the
program not to reach states in which there exist two processes whose
input values are equal but these inputs are not equal to out (where
out #.1). The safety specification also stipulates that variable out
cannot change if it is different from _L. Thus, safety specification re-
quires that following transitions are not included in a program com-
putation.

sframMr = sfi U sfa2, where

sfr ={(s0,51) | (3, q: (p # q) : (in.p(s1) = in.q(s1)) A
(in.q(s1) # out) A (out(s1) #L1))}, and

sf2 = {(s0,51) | (out(so) #L) A (out(so) # out(s1))}

Fault-span. If all the inputs are equal, the value of out is either L
or equal to those inputs. Thus, fault-span of the nonmasking version
of TMR isT, where

Tryur = ((Yp,q i in.p = in.q)
= ((out =L1) V (Vp:: out = in.p)))

Remark.  The TMR program consists of three variables whose
domain is {0, 1} and one variable whose domain is {0, 1, L }. Enu-
merating the states associated with these variables, the state space
of TMR program includes 24 states. Of these, 10 states are in the
invariant, 12 additional states are in the fault-span, and two states
are outside the fault-span.

The program consisting of actions N1 and N2 is nonmasking fault-
tolerant in that if the faults perturb it to a state that is outside STvr
then it eventually recovers to a state where Starr is true. However,
until such a state is reached, safety specification may be violated.

Enhancing the tolerance of TMR. We trace the execution of our
high atomicity algorithm for nonmasking TMR program.

(1) Compute ms.  ms includes all the states from where one
or more fault transitions violate safety. In case of TMR, fault transi-
tions do not violate safety if they execute in a state in Trar . Faults

only change the value of one of the inputs and then safety may be vi-
olated if the corresponding process executes guarded command N1.
Thus, Tryprr N ms = {}

(2) Compute mt. From the definition of ms, mt= sfrur.

(3) Construct Ty, and p’.  After removing transitions in m¢,
states where out differs from L and out differs from the majority
of the inputs are deadlocked. Hence, we need to remove those states
while obtaining Ty, 5. After removal of these states, there are no
other deadlock states. Hence, our algorithm will let Ty, to be the
state predicate:

Ty =Trmr —{s:(3p,q: (p#£ ) :

(in-p(s) = in.q(s)) A (out(s) #L) A (out(s) # in.p(s)))}
Moreover, to obtain the transitions of masking version of TMR,
we consider the transitions of p that preserve the closure property of
T - Thus, the masking version of TM R consists of the follow-
ing guarded command:

M1 : (out =L)A
((inj=in.(j @ 1) V(ingj=in(j®2)) — out:=in.j
The predicate 75, computed by our algorithm is both an invariant
and a fault-span for the above program; every computation of the
above program satisfies the specification if it begins in a state in
Tirarr- Moreover, Try, g is closed in both the program and fault
transitions.

Remark.  Note that transitions included in N2 are removed from
the above masking fault-tolerant program as those transitions violate
s f2. However, if safety consisted of only s f; then the fault-tolerant
program would include the transitions included in N2. While a
masking fault-tolerant program can be obtained without using the
transitions in N2, their inclusion follows from the heuristic in [1]
that the output program should be maximal. In [1], Kulkarni and
Arora have argued that if the output of a synthesis algorithm is to
be used as an input, say to add fault-tolerance for a new fault, it is
desirable that the intermediate program be maximal.

4.2 Enhancement versus Addition

In this section, we compare our enhancement algorithm with
Add_masking algorithm in [1]. We compare these two algorithms
with respect to their complexity.

Complexity issues. We compare our high atomicity enhance-
ment algorithm to high atomicity algorithm Add_-masking from [1]
for adding masking fault-tolerance to a fault-intolerant program.
Since Add_masking tries to add both safety and liveness simulta-
neously, it is more complex than High_Atomicity_Enhancement pre-
sented in this paper. More specifically, the asymptotic complexity of
High_Atomicity_Enhancement is less than that of Add_-masking.
Thus, if the state space of the problem at hand prevents the addition
of masking fault-tolerance to a fault-intolerant program, it may be
possible to partially automate the design of a masking fault-tolerant
program by manually designing a nonmasking fault-tolerant pro-
gram and enhancing its fault-tolerance to masking using automated
techniques.

We note that the asymptotic complexity of the high atomicity en-
hancement algorithm is the same as the complexity of adding fail-
safe fault-tolerance to a fault-intolerant program. In this sense, in
High_Atomicity_Enhancement, the recovery is preserved for free!

5 Enhancement for Distributed Programs

In this section, we present an algorithm to enhance the fault-
tolerance level of a distributed nonmasking fault-tolerant program



to masking. First, we discuss the issues involved in the enhance-
ment problem for distributed programs. Then, we present our en-
hancement algorithm for distributed programs (in the low atomicity
model). As a case study, we apply our algorithm to the Byzantine
agreement problem.

In high atomicity model, the main issue in enhancing the fault-
tolerance level of a nonmasking fault-tolerant program p was to en-
sure that p does not execute a safety violating transition (so, s1). In
order to achieve this goal, we can either (i) ensure that p will never
reach so, or (ii) remove (so,s1). For the high atomicity model,
we chose the latter option as it was strictly a better choice. How-
ever, for distributed programs, we cannot simply remove a safety
violating transition (so, s1) as (so, s1) could be grouped with some
other transitions (due to read restrictions). Thus, removal of (sg, s1)
will also remove other transitions that are potentially useful recov-
ery transitions. In other words, for distributed programs, the sec-
ond choice is not necessarily the best option. Since an appropriate
choice from the above two options cannot be identified easily for
distributed programs, the synthesis of distributed programs becomes
more difficult.

We develop our Low_Atomicity_Enhancement algorithm by tailor-
ing the high atomicity algorithm to deal with this grouping of transi-
tions. More specifically, given a nonmasking fault-tolerant program
p, we first start by calculating a high atomicity fault-span, T,’n-gh
, which is closed in p[]f. Since the low atomicity model is more
restrictive than the high atomicity model and 77, is the largest
fault-span for a high atomicity program (cf. [10]), we use T,’n-gh as
the domain of the states that may be included in the fault-span of our
low atomicity program. In other words, if a transition, say (so, s1)
violates the safety specification and so ¢ T, then we include
the group associated with (so, s1) and ensure that state so is never
reached.

Then, we call function LowAtomicityConstructinvariant (LACT) to
calculate a low atomicity invariant Sj,,, for p’. To calculate Sj,,, ,
we first call function H ACT with Tj,;,,NS as its first argument. We
ignore the fault transitions during this call to HACT; the effect of
fault transitions is considered subsequently. In this call to HACI,
we also ignore the grouping of transitions. These requirements are
checked on the value, Smgh , returned by HACI. Specifically,
if there exists a group containing transitions (so,s1) and (sp, s1)
such that so, 50,51 € Shign and s1 & Sp;gp, We remove so from

hign and recalculate the invariant. If no such group exists, LACT
returns Sh,gh Thus, our algorithm for constructing a low atomicity
invariant is as follows:

LACI(S : state predicate, p: transitions,
go, -+, gm: groups of transitions )

{Sl h - HAC'(S,]), )
if (El_ch,so,sl,so,s1 : (s0,51),(sg,87) € g :
(5055673’1 € S;”gh A 81 ¢ S;wgh))
then return LACI(S}, ., — {so},p, 90"+, gm);
else return Shlgh

}

The value returned by LACI, S.,,;;, is used as an estimate of the
invariant of the masking fault-tolerant program. To compute T”, we
identify the effect of the fault and program transitions from states in
Sinit- We use the variable Sj,,, to keep track of states reached in
the execution of the program and fault transitions from S;,,;,. Our
first estimate for S,,, is the same as S,

Now, we compute S, as the set of states reached in one step (of

program or fault). Regarding fault transitions, if (so, s1) is a fault
transition, so € Sj,,, and s1 € (T};4, — Sioy) then we add state
s1 to the set S». Regarding program transitions, we only consider a
group if the following three conditions are satisfied: (1) at least one
of the transitions in it begins and ends in Sj,,, (2) if a transition in
that group begins in a state in T}, then it terminates in a state in
Thign and it does not violate safety, and (3) if a transition in that
group begins in a state in S},,;, then it terminates in a state in St
If such a group has another transition (sg, s1) such that sy € S,,,
and sy & Sj,,, then we include state s} in the set S». (Note that in
the first iteration, S;,;; equals Sj,,,. Hence, expansion by program
transitions need not be considered. However, this expansion may be
necessary in subsequent iterations.) Thus, S» identifies states from
where recovery must be preserved.

We then calculate the set of states from where recovery can be
added, in one step. Specifically, if there is a transition (so, s1) such
that so ¢ SJ,,, and s1 € S},,, then we include s in set S5. We re-
quire that Ty, and S;,,;; are closed in the group being considered
for recovery and that safety is not violated by any transition (that
starts in a state in T,’“-gh) in that group. Subsequently, we add S5 to
Slow- The goal of this step is to ensure that infinite computations are
possible from all states in Sj,,,. This result is true about the initial
value (S,;:) of S},,,. Moreover, this property continues to be true
since there is an outgoing transition from every state in Ss.

We continue this calculation until no new states can be added to
Slow- At this point, if Sy is nonempty, i.e., there are states from
where recovery needs to be added but no new recovery transitions
can be added, we declare failure. Otherwise, we identify the transi-
tions of fault-tolerant program p’ by considering transitions of p—mt
that start in a state in Sj,,,. Thus, our algorithm for enhancing the
fault-tolerance of nonmasking distributed programs is as follows:

Low_Atomicity_Enhancement(p : transitions,
9o, * - -y gm: groups of transitions, f: faults,
T, S : state predicate, spec : specification)
lp=goUgiU..Ugm
{ Calculate ms and mt as in High_Atomicity_Enhancement
T}’”.gh = HACIHT — ms,p — mt, f);
.. =28  =LACI(SNT,

low }’“;ghap_mtagm'"agm);

init
repeat {
Sy = {81 s1 € (Thzgh Sl,ow) :
(3so:s0 € 5] (50,31) €Efv
Qi < (50,517 € g5 ¢ (((93]p,,) O (P mt)) # ) A
(Vs2,83 : (s2,83) € gi N s2 € T
s3 € Thzgh /\ 52,33) & mt) A
(VS2,53 (32’53) €giNs2 € Sznzt 83 € Sznzt)) )}
S ={so:50 € (Thzgh Slow :
(Elsl;gl ('50751) €9g; N s1€ S
(Vsa,83 : (s2,83) € gi A s € Thzgh
s3 €Ty, . N(s2,83) €mt) A

high
, (V52§93 L(_Js,zs, s3) €giNsa€S] ., :s3€ 8] )}
3,
} untif (Ss = );
if (52 # () then declare fault-tolerance cannot be enhanced; exit().
Sl .
p = {gl : (‘v’so,sl 1 (s0,81) €9i:
(s0 €T" = (s1 €T"A(s0,51) € (p —mt))) A

(so € S},;0 = s1€S.,.0h
return p’, T";
}
Theorem 5.1 The algorithm Low_Atomicity_Enhancement is sound
and its complexity is polynomial in the state space of the nonmask-
ing fault-tolerant program (For proof, please see [10].). m




Modifications/Improvements for Low Atomicity Enhancement.
There are several improvements that can be made for the above al-
gorithm. We discuss these improvements and issues related to com-
pleteness below.

(2) In the above algorithm, if the value of S is the empty set then we
can break out of the loop before computing Ss. Subsequently, we
can use value of Sj,,, at that time to compute p’ and T”. However,
we continue in the loop to determine whether recovery can be added
from new states. This allows the possibility that a larger fault-span
is computed and additional transitions are included in the masking
fault-tolerant program (As mentioned in [1], this is a desirable fea-
ture for an automatic algorithm).

(2) In the above algorithm, in the calculation of Ss, we calculate
states from where recovery is possible. One heuristic is to focus
on states in Sa first as recovery must be added from states in Sa. If
recovery from states in S is not possible then other states in T}, ,—
Slow Should be considered. However, considering states in S» alone
may be insufficient as it may not be possible to add recovery from
those states in one step; adding recovery from other states can help
in recovering from states in Ss.

(3) Our algorithm is incomplete in that it may be possible to en-
hance the fault-tolerance of a given nonmasking program although
our algorithm fails to find it. One of the causes for incomplete-
ness is in our calculation of LACT; when LACT needs to remove
states/transitions to deal with grouping of transitions, the choice is
non-deterministic. Since this choice may be inappropriate, the algo-
rithm is incomplete. Based on [11], where we showed that adding
failsafe fault-tolerance to distributed programs is NP-hard, it is ex-
pected that the complexity of a deterministic sound and complete al-
gorithm for enhancing the fault-tolerance of a distributed nonmask-
ing program will be exponential unless P=NP.

5.1 Example: Byzantine Agreement

We show how our algorithm for the low atomicity model is used to
enhance the fault-tolerance level of a nonmasking Byzantine agree-
ment program to masking. First, we present the nonmasking pro-
gram, its invariant, its safety specification, faults, the fault-span for
the given faults, and read/write restrictions. Finally, we show how
our algorithm is used to obtain the masking program (in [4]) for
Byzantine agreement.

Variables for Byzantine agreement.  The nonmasking program
consists of three non-general processes j, k, [ and a general g. Each
non-general process has three variables d, f, and b. Variable d.j rep-
resents the decision of a non-general process j, f.j denotes whether
7 has finalized its decision, and b.j denotes whether j is Byzan-
tine or not. Process g also has a variable d.g and b.g. Thus, the
variables and their corresponding domains in the Byzantine agree-
ment program are as follows: d.g : {0,1}; d.j,d.k,d.l : {0,1, L};
b.9,b.4,b.k,b.l : {true, false}, and f.4, f.k, f.l : {0,1}.

Transitions of the nonmasking program.  If process j has not
copied a value from the general, action N B1 copies the decision of
the general. If j has copied a decision and as a result d.j is different
from L then j can finalize its decision by action N B2. If process
j reaches a state, where its decision is not equal to the majority
of decisions and all the non-general processes have decided then j
corrects its decision by actions N B3 or NB4. Thus, the actions of
each process j in the nonmasking program are as follows:
NBl:dj=1 A fj=0

NB2:dj#L A fj=

— dj:=dg
0 — fg=1

NB3: (dj=1) A (dk=0) A (dl
NB4: (dj=0) A (dk=1) A (dl
Safety specification.  The safety specification requires that if g
is Byzantine, all the non-general non-Byzantine processes should
finalize with the same decision (agreement). If g is not Byzan-
tine, then the decision of every non-general non-Byzantine process
should be the same as d.g (validity). Thus, safety is violated if the
program reaches a state in S ¢, where (in this section, unless other-
wise specified, quantifications are on non-general processes)

—bpA-bgAdp# LAdg# LA
dp#dgNfpAfqV
Bp::—bgA-bpAdp# LAdp#dgA f.p)
Also, a transition violates safety if it changes the decision of a pro-
cess after it has finalized. Thus, the set of transitions that violate
safety is equal to ¢, ¢, where

tsf = {(50,51) 181 € sz} @]
{(s0,51) : Ip :: ~b.p(s0) A —b.p(s1) A f-p(s0) = L A
(d-p(so0) # d-p(s1) V f-p(s0) # f.p(s1))}

0) —dj:=0
1) —dgj:=1

Ssr= (Fp,q

Invariant.  The invariant of nonmasking Byzantine agreement is
the state predicate Svp = SnvB, V SnB,, Where

SNB1 = =bgA (ﬂb.j \Y —\b.k) A (ﬁb.k \Y, —|b.l) A (—|b.l \V ﬂb.j)/\
(Vpu-bp=(dp=1LVvdp=dg)) A
(Vp: (mbpA fp)= (dp# 1)), and
SnBy = b.gA-bjA-bEA-bI A(dj=dk=dl A djF#1)

Read/Write restrictions. Each non-general process j is allowed
toread {b.j,d.j, f.j,d.k,d.l,d.g}. Thus, j can read the d values of
other processes and all its variables. The set of variables that j can
write is {d.j, f.j}-

Faults for Byzantine agreement. A fault transition can cause
a process to become Byzantine if no process is initially Byzantine.
A fault can also change the d and f values of a Byzantine process.
Thus, the fault transitions that affect j are as follows (We include
similar fault-transitions for &, 1, and g):

F1:-b.gA—b.jA—bkA-bl
F2:b.j

—  b.j:=true
—  d.j,f.j:=0[1,0/1

Fault-Span. Starting from a state in S B, , if no process is Byzan-
tine then a fault transition can cause one process to become Byzan-
tine. Then, faults can change the d and f values of the Byzantine
process. Now, if the faults do not cause g to become Byzantine then
the set of states reached from S, is the same as Sn s, . However,
if the faults cause g to become Byzantine then the d and f values
of non-general processes may be arbitrary. However, the b values
of non-general processes will remain false. Thus, the set of states
reached from Sn g, is (Snvs, U (b.g A =b.j A =b.k A =b.1)).

Starting from S B,, N0 process can become Byzantine. Hence, the
d values of non-general processes will remain unchanged. It follows
that the set of states reached from Sy, is Snp,. Finally, since
SnB, IS a subset of (b.g A =b.j A —b.k A —b.l), the set of states
reached from S g is T'n 5, Where

TN = SNBI @] (b.g A-b.j A bk A —\b.l)

Application of our algorithm. First, we compute ms and mt that
are needed by our algorithm. Every fault transition originating at
S,y reaches S, because it only affects the Byzantine process and
the destination state will remain in S,¢. Since the destination of
these fault transitions is S, ¢, they violate the safety. Thus, the set of
states from where faults alone violate safety is equal to S, s, and as



aresult ms = Sg¢. Since ¢4y includes all the transitions that reach
Ss¢ (which is equal to ms) or violate safety, mt = t,y.

To calculate T, we use the HACT function of our high atomic-
ity algorithm. This function removes deadlock states and states from
where the closure of Ty, is violated by fault transitions. Since we
have removed ms states and no fault transition can reach a state in
ms from a state outside ms, there exists no state from where the
closure of T}, can be violated by fault transitions. Now, consider
a state, say so, where d.j = 0,d.k = 0,d.l = 1,b.l = false, and
f-l=1. Clearly, s is a deadlock state as no process can execute a
safe transition from sg. Hence, such states must be removed while
obtaining Ty,

Now, consider a state, say s1, where d.j=_1,d.k=0,d.l=1,b.l=
false,and f.I=1. In state s1, only process j can execute a transi-
tion (by copying d.g) without violating safety. However, if j copies
the value of the general and d.g = 0, the program reaches a state
that was removed earlier. Hence, such states must also be removed
while obtaining T, Continuing thus, we remove all states where
a process in the minority has finalized its decision. In other words,
Thign is equal to Ty g — X, where

X={s: (Fp:fp(s)=1A(Vq:p# q:dp(s) # d.q(s)))}

After this step, function LACT returns S7,,;; = Th;,, N Sn 5. Now,
we trace two iterations of the main loop in our algorithm in order to
illustrate the way that our algorithm works.

First iteration.  To calculate Sa, we search for states in S},,;;
from where we can directly reach a state in T,”gh Sini by fault
transitions or by program transitions. From S, ;,, no program tran-
sition can reach a state that is outside S;,,;,. However, from a state
s, where (=(d.j(s)=d.k(s)=d.l(s))V (Tp :: d.p(s)=1)),afault
transition can cause the general to become Byzantine and then the
program is outside S;,,;,. Hence, in the first iteration, S> = {s: s €
(Thigh—Sinie) - b-9(s) A (~(d-j(s) =d-k(s)=d.l(s)) V (3p :: d.p(s) =
L) A(Yp: (dp(s) # L) = (dp(s) =d.g(s)))}.

Now, we compute Ss. Consider a state, say so, whered.j =0,d.k=
0,dl=1 bl—false and f.I=0. In s, I can change d.l to 0 and
reach a state in Si.:t- Hence, such states are included in Ss. Also,
consider a state, say s1, whered.j=_1,d.k=1,d.I=1,andd.g=1.
In s1, process j can copy the value of d. g and take the program to
Sinit. Therefore, in this iteration S3 = Py U Py, where

= {515 € (Thyyn—Sinir) : (o (d0(5) # 1) A (£(5) = 0)
(Va: (¢ # p) = (d-q(s) # L) Ad-p(s) # d-q(s)))}, and
={s:5€ (T}, Siniz): Fp:dp(s)=1:
(Vg:q#p:(dg(s) # L) A (dg(s)=d.g(s))))}

Then, we add S3 states to Sj,,, -

Remark. In the case of Byzantine agreement, the only states from
where recovery to S;,;, can be achieved in a single step are the
states of S3 in the first iteration. Every other recovery path includes
these states as its final step to Sj,,;; -

Second iteration. In the second iteration S},,, = Si,.;: U S3 (S3
in the first iteration.). To calculate S5 in the second iteration, we
search for states in Sj,,, from where we can directly reach a state in
T}ign—Siow DY fault transitions or by program transitions.

To calculate S in the second iteration, we need to calculate the set
of states in T}, —S},,, that are reachable by a fault transition from

10w From the first iteration, we already know the set of states
reachable from S;,,,,. Thus, we only need to calculate the states of

Thigh — Siow that are reachable by a fault transition from recently

joined states (i.e., S3 = P1 U P, of the first iteration) to S,,,.
Since in P; the general process is Byzantine and all non-generals
have decided, P; is closed in fault transitions. However, since g
is Byzantine, faults may change the value of d.g in a state in P>
and take the program outside Sj,,,. In these states, the condition
Bp:dp=L:(Vg:q+#p:(dg# L)A(dgq # d.g))) holds.
Therefore, in this iteration, the program can reach states of S by a
fault transition, where

Se={s:s€ (T} high =S],)  b.g(s) A
(@p:dp=L:(Vg:q#p:(dg#L)A(dg#dyg)))}

To calculate S3, we find states from where recovery is possible to
Slow- Thus, we search for states from where we can reach the states
of S5 calculated in the first iteration. Hence, in this iteration, single-
step recovery to Sj,,, is possible from S5, where
Sg={s:s¢€ (T,'”gh S W)
(Fp:(dp(s)=L1):(Vg:q#p:dqg(s) # L)V
(3p : (dp(s) # ) (d. (5) d-g(s)) :
(Vg:q#p:dg(s)=1))}

Continuing thus, we get the masking fault-tolerant Byzantine agree-
ment; this program is the same as that in [4]. The actions of this
program are as follows:

MBl:dj=1A fj=0 —d.j:=d.g
MB2: dj#L AN fj=0A

((dj = dk)V (dj = d1)) —> fj:=1
MB3: (dj=1) A (dk=0)A

(d1=0) A (f5=0) —dji=0
MB4: (dj=0) A (dk=1)A

(dl=1) A (fj=0) —dji=1

5.2 Enhancement versus Addition

In this section, we compare the cost of adding masking fault-
tolerance to a fault-intolerant distributed program and the cost of
enhancing the fault-tolerance of a nonmasking fault-tolerant dis-
tributed program to masking.

Asymptotically speaking, adding masking (respectively, failsafe)
fault-tolerance to a fault-intolerant distributed program is NP-hard
[1,11]. Therefore, it is expected that the enhancement problem —
that adds safety while preserving recovery— for distributed pro-
grams will also be NP-hard. Although the enhancement problem
may not provide relief in terms of the worst-case complexity, we
find that it helps in developing heuristics that determine if safe re-
covery is possible from states that are reached in the presence of
faults. More specifically, consider a state, say s, that is reached
in a computation of the fault-intolerant program in the presence of
faults. While adding masking fault-tolerance to a fault-intolerant
program, we need to exhaustively search all possible transition se-
quences from s to determine if recovery from s is possible. By
contrast, while enhancing the fault-tolerance of a nonmasking fault-
tolerant program, we reuse the recovery provided by the nonmask-
ing fault-tolerant program. Hence, we need to check only the transi-
tion sequences that the nonmasking fault-tolerant program can pro-
duce. It follows that deriving heuristics that determine if safe re-
covery is possible from a given state is simpler in the enhancement
problem.

The enhancement problem also allows us to deduce additional in-
formation about states by reasoning in the high atomicity model.
We illustrate this by one example that occurs in Byzantine agree-
ment. Consider a state so where all processes are non-Byzantine,



dj=dk=1,dg=1,dl=1and fl =0. Let s; be a state
that is identical to s except that the value of f.l in s; is 1. Now,
consider the transition (s, s1). Note that both so and s are in the
invariant, Sy g. Hence, for a synthesis algorithm, this appears as a
good transition that should be retained in the fault-tolerant program.
However, from s1, if g becomes Byzantine and changes d.g, we can
reach a state where d.g, d.j, and d.k become 0. The resulting state
is a deadlock state.

While adding masking fault-tolerance to a fault-intolerant program,
it is difficult to check that all computations that (1) start from s, (2)
in which g becomes Byzantine, and (3) in which g changes d.g to
0 are deadlock states. Moreover, if we ignore the grouping restric-
tions imposed by the low atomicity model, i.e., if we could read and
write all variables in one atomic step, recovery is possible from s;.
However, in the context of the enhancement problem, we concluded
that even in the high atomicity model, we could not recover from
state s; by reusing the transitions of the nonmasking fault-tolerant
program.

We expect that such high atomicity reasoning will play an important
role in reducing complexity in the enhancement problem. To reduce
the complexity of adding fault-tolerance in the low atomicity model,
itis desirable to reason about the input program in the high atomicity
model, obtain a high atomicity masking fault-tolerant program, and
modify that high atomicity masking fault-tolerant program so that
the restrictions of the low atomicity model are satisfied while pre-
serving the masking fault-tolerance. As the Byzantine agreement
example illustrates, this approach can be followed while enhancing
the fault-tolerance of a nonmasking fault-tolerant program. How-
ever, this approach could not be used while adding masking fault-
tolerance to a fault-intolerant program.

6 Conclusion and Future Work

In this paper, we presented the problem that dealt with enhancing
the fault-tolerance level of a nonmasking program to masking. This
problem separates (1) the task of recovery, and (2) the task of main-
taining the safety specification during recovery. For the high atom-
icity model, we presented a sound and complete algorithm for the
enhancement problem. We showed that the complexity of our high
atomicity algorithm is asymptotically less than Add_masking al-
gorithm from [1]. For distributed programs, we presented a sound
algorithm for the enhancement problem. We also showed that our
fault-tolerance enhancement algorithm for distributed programs re-
solves some of the difficulties encountered in adding safe recovery
transitions in [2].

As an illustration of our algorithms, we showed how masking fault-
tolerant programs for TMR (in high atomicity model) and Byzan-
tine agreement (for distributed programs) can be designed by en-
hancing the fault-tolerance of the corresponding nonmasking pro-
grams. We chose these examples as masking fault-tolerant versions
of these programs have been manually designed from the corre-
sponding nonmasking fault-tolerant versions [3]. The results in this
paper show that those enhancements can in fact be automated as
well. Also, we argued that enhancing the fault-tolerance of a dis-
tributed program is simpler than adding fault-tolerance to its fault-
intolerant version. We validated this result by comparing the deriva-
tion of a masking fault-tolerant Byzantine agreement program from
the corresponding fault-intolerant version and from the correspond-
ing nonmasking version.

The synthesis approach in this paper focuses on addition of fault-
tolerance to an existing program. Thus, it differs from solutions

(e.g., [8,9,12-14]) where one begins with a specification and obtains
a fault-tolerant program. Related work on addition of fault-tolerance
to an existing program includes [1,2,11]. In [1], authors have shown
that the problem of adding masking fault-tolerance to distributed
programs is NP-hard. A heuristic based solution for adding mask-
ing fault-tolerance is presented in [2]. The algorithm in [2] adds
safety and recovery simultaneously to a fault-intolerant program. As
discussed in Sections 5.2, we simplify the addition of recovery tran-
sitions by reasoning about the feasibility of adding recovery in the
high atomicity model and using the acquired knowledge in the low
atomicity model to reduce the complexity. Hence, our enhancement
algorithm is simpler than the polynomial time synthesis algorithm
of [2]. Thus, if a nonmasking fault-tolerant program is available (or
can be manually designed) then our approach simplifies the design
of masking fault-tolerance.
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